
A Details for Experiments
The models are implemented through the ‘transformers’ package developed by Wolf et al. [15]. When using Switch Transformer for the

GLUE classification tasks, we add a classification head according to the setting of T5.

A.1 Details of Experiment Settings
In the zero-shot context, we adhere to the standard practice for zero-shot LLM evaluation. This involves assessing the pre-trained LLM

on various downstream tasks without any additional fine-tuning. In the fine-tuning scenario, we employ the typical procedure of initially

fine-tuning the pre-trained model on downstream tasks, followed by evaluation during the inference stage. Our approach is concentrated on

enhancing the inference stage, ensuring that after the implementation of our methods, no further fine-tuning is required, and the compressed

model will be ready-to-use.

Table 1: Fine-tuning hyper-parameters setting for Switch Transformer.

Value

Optimizer AdamW

Adam 𝜖 1e-08

Adam 𝛽 (0.9, 0.98)

warm-up steps 8

weight decay 0.01

For Mixtral, we adhere to the model’s configuration card, as no hyperparameter tuning is required for zero-shot tasks. For Switch

Transformer, we employ AdamW optimizer with a linear warm-up step count of 8. We explore the hyper-parameters settings during the

supervised fine-tuning stage. For Switch Transformer, the learning rate is searched in the range of {1e-5,2e-5,3e-5,5e-5,1e-4,2e-4,3e-4,5e-4,1e-3},

the batch size within the range of {16,32,64}, and the training epoch within the range of {3,5,10,15,20}. The details of the AdamW optimizer

which is fixed for all datasets are given in Table 1.

To ensure comparability across methods, we standardize the parameter count reduction for the experts to around 75%, which means

25% of the parameters will be retained. All the methods are performed at the top 24 layers of Mixtral, and the top 8 MoE layers of Switch

Transformer. All the methods are applied during the inference stage.

A.2 Experiment Results of DeepSeekMoE
DeepSeekMoE [4] features more fine-grained experts compared to alternative structures, with each expert sized at just 8.7M, markedly

smaller than Mixtral’s 176.2M. It introduces a unique, independent shared expert atop each MoE layer, aiming to encapsulate universal

information across layers. This approach is inspired by observations from Mixtral’s router analysis, which indicates a roughly equal routing

probability for each expert during the inference stage, suggesting the presence of universal knowledge within each expert. Consequently, an

additional shared expert is integrated, anticipated to store universal information and thereby enhance the diversity of the remaining experts.

In our experiments with DeepSeekMoE, we exclude this shared expert, considering its anticipated information content significantly differs

from that of the non-shared experts.

Table 2 provides the results for DeepSeekMoE. Note that the results for LAMBADA dataset are not included here, since DeepSeekMoE

produces extremely bad results for this dataset (0.04% Accuracy). Even though the experts of DeepSeekMoE are also initialized through

copy-and-paste, the existence of the shared expert distinguishes those experts in the MoE layers from each other, leading to the poor

performance of the merge methods, which aligns with our proposition that merge methods will potentially impair the generalization ability

of the original model.

Table 2: Zero-shot results of DeepSeekMoE. For Pruning, we choose Unstructured Pruning over Structured Pruning based on
the observations from the previous experiments that Unstructured Pruning usually has better results on NLG tasks.

WikiText (PPL)↓ PIQA (ACC) WinoGrande (ACC)

DeepSeekMoE 6.51 78.84 68.75

Pruning 10.46 73.12 62.83

SVD 26.93 63.06 57.46

M-SMoE 34.76 62.79 54.22

MEO 33.94 62.35 54.14

ResMoE (UP) 10.39±0.10 73.39±0.01 64.35±0.01

1
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A.3 Compression Setting for Each Method
In order to match our setting of the 75% compression rate, each method has to be tailored differently. For Pruning, we mask 75% weights

units with the lowest L1-norm within each expert. For SVD, the details of calculating the rate of the parameters can be referred to in

Appendix A.4. For M-SMoE, Git Re-Basin, and MEO, we reduce the expert count of each MoE layer from 8 to 2. For MLP Fusion, we reduce

the intermediate dimension to 25%. For ResMoE, we mask 75% weights units with the lowest L1-norm within each residual matrix. We do

not count the overhead storage of the barycenter experts here since we aim to prove the effectiveness of our algorithm, and as the number of

experts grows, the redundancy of this overhead will diminish. We provide additional experiments performed at DeepSeekMoE (64 experts

per layer) [4] as a support, which can be found in Appendix A.2.

A.4 The Parameter Count of SVD
For SVD, to make the the parameters retained for each expert equal, for Switch Transformer we have:

𝑝I × 𝑘 + 𝑘 + 𝑘 × 2𝑝 ≈ 𝑘 × (𝑝I + 2𝑝)
𝑠 × 𝑝I × 2𝑝 = 2𝑠𝑝𝑝I,

where 𝑠 is the parameter rate we retain (25% here), and 𝑘 is the number of top-𝑘 singular values in SVD. For Switch Transformer, we have

𝑝I = 4𝑝 , so 𝑘 =
1

3

𝑠𝑝I.

For Mixtral:

𝑝I × 𝑘 + 𝑘 + 𝑘 × 3𝑝 ≈ 𝑘 × (𝑝I + 3𝑝)
𝑠 × 𝑝I × 3𝑝 = 3𝑠𝑝𝑝I,

here we have 𝑝I = 3.5𝑝 , so 𝑘 =
6

13

𝑠𝑝I.

For DeepSeekMoE:

𝑝I × 𝑘 + 𝑘 + 𝑘 × 3𝑝 ≈ 𝑘 × (𝑝I + 3𝑝)
𝑠 × 𝑝I × 3𝑝 = 3𝑠𝑝𝑝I,

here we have 𝑝I =
11

16

𝑝 , so 𝑘 =
48

59

𝑠𝑝I.

A.5 Evaluation of Approximation Error for MLP Fusion
We first reformulate MLP fusion [1] with the notations in this paper. In computing the fused MLP for expert 𝑘 , we obtain the centroid

weight/bias W̃𝑘 =

[
W̃(1)

𝑘
, b̃(1)

𝑘
, (W̃(2)

𝑘
)𝑇
]
∈ R𝑐×(2𝑝+1) , as well as the one-hot clustering matrix C𝑘 ∈ R𝑐×𝑝I indicating how the 𝑝I neurons

are partitioned into 𝑐 clusters. MLP fusion then proposes to compute

W̃(2)
𝑘

(
C𝑘C

𝑇
𝑘

)
𝜎

(
W̃(1)

𝑘
x + b̃(1)

𝑘

)
+ b(2)

𝑘

as the approximation to the original expert 𝑘 .

Ai et al. [1] suggest the expression above is equivalent to replacingW𝑘 =

[
W(1)

𝑘
, b(1)

𝑘
, (W(2)

𝑘
)𝑇
]
∈ R𝑝I×(2𝑝+1)

by C𝑇
𝑘
W̃𝑘 , considering

W̃(2)
𝑘

(
C𝑘C

𝑇
𝑘

)
𝜎

(
W̃(1)

𝑘
x + b̃(1)

𝑘

)
+ b(2)

𝑘

=

(
W̃(2)

𝑘
C𝑘

)
𝜎

(
C𝑇
𝑘
W̃(1)

𝑘
x + C𝑇

𝑘
b̃(1)
𝑘

)
+ b(2)

𝑘
.

We can thus calculate




W𝑘 − C𝑇𝑘 W̃𝑘




2
𝐹
as the approximation error on expert 𝑘 for MLP fusion.

A.6 Details of the Datasets
We provide the details of the datasets we used in the experiment along with their license here. The statistics can be found in Tables 3

and 4.

• PIQA [2]: PIQA, or Physical Interaction Question Answering, is a benchmark dataset that assesses AI systems’ commonsense reasoning

abilities regarding physical knowledge. It challenges models with multiple-choice questions related to everyday physical interactions,

testing their understanding of object manipulation and functionality in real-world scenarios. While humans perform well on PIQA, it

presents a significant challenge to AI models, making it crucial for advancing AI research, especially in robotics and conversational

AI. PIQA is licensed under Academic Free License v3.0.
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Table 3: Dataset statistics of fine-tuned classification tasks.

Dataset Category Train size Test Size Classes

SST-2 Sentiment Analysis 67,349 872 2

MRPC Paraphrase Identification 3,668 408 2

CoLA Linguistic Acceptability Judgment 8,551 1,043 2

MNLI Textual Entailment 392,702 9,815 3

Table 4: Dataset statistics of zero-shot tasks.

Dataset Category Test Size Average Text Length

PIQA Commonsense Reasoning 1,838 36.08

WikiText Language Modeling 4,358 295.00

WinoGrande Commonsense Reasoning 1,267 100.78

LAMBADA Text Understanding 4,896 341.72

• WikiText[7]: WikiText-103 is a widely-used dataset in Natural Language Processing, ideal for language modeling and text generation

tasks. Derived from verified Wikipedia articles, it offers over 100 million tokens of well-structured text, preserving original formatting.

Its extensive vocabulary and varied syntax make it a valuable resource for training advanced language models. WikiText-103 serves as

a crucial benchmark for evaluating language models’ performance in handling real-world textual data, with a license of CC BY-SA 3.0.

• WinoGrande[10]: Winogrande, an extension of the Winograd Schema Challenge, consists of ambiguous sentence pairs requiring deep

language understanding and commonsense reasoning to resolve. It aims to overcome limitations in previous datasets and assesses

AI models’ ability to comprehend nuanced language and context, making it vital for advancing natural language understanding.

Winogrande is licensed under CC-BY.

• LAMBADA[8]: LAMBADA is a challenging benchmark designed for evaluating computational models’ language understanding,

focusing on predicting the final word in a passage. It requires models to grasp broad context and long-range dependencies within text

passages. LAMBADA pushes the boundaries of language models, particularly in handling complex, context-dependent linguistic

phenomena, making it a valuable tool for advancing natural language processing. It is licensed under CC BY 4.0.

• SST-2[13]: SST-2, the Stanford Sentiment Treebank version 2, is a popular dataset for sentiment analysis. It contains movie review

sentences labeled as positive or negative, excluding neutral sentences, providing a binary classification task. This dataset is notable

for its fine-grained annotation, as it includes sentiment labels for every subphase within the sentence parse trees. SST-2 is widely used

for training and evaluating models on sentiment analysis, testing their ability to understand nuanced emotional tones in text, with the

license of CC0: Public Domain.

• MRPC[5]: The Microsoft Research Paraphrase Corpus (MRPC) evaluates models on paraphrase identification by using sentence pairs

from online news sources. MRPC is a part of the GLUE benchmark and is valuable for assessing a model’s ability to understand and

compare semantic content in sentences, especially in semantic analysis tasks. The license of MRPC is unknown.

• CoLA[14]: The Corpus of Linguistic Acceptability (CoLA) assesses models’ linguistic acceptability judgment. It distinguishes between

grammatically acceptable and unacceptable sentences, emphasizing the importance of grammatical understanding in language

comprehension and model evaluation. The license for CoLA is not specified.

• MNLI[14]: The Multi-Genre Natural Language Inference (MNLI) dataset is a diverse corpus for natural language understanding tasks,

focusing on textual entailment. It includes pairs of sentences and challenges models to determine whether the second sentence entails,

contradicts, or remains neutral to the first sentence. MNLI’s wide range of genres and diverse content makes it a robust benchmark

for evaluating models in natural language inference tasks. Most of the data are under the OANC’s license, with the other falling under

several permissive licenses, a Creative Commons Share-Alike 3.0 Unported License, and Creative Commons Attribution 3.0 Unported

Licenses.

A.7 Implementation Trick
In our application of unstructured pruning with ResMoE, a key consideration is its impact on memory storage. The Pytorch version we

use supports only the Coordinate format (COO) for sparse matrices, which necessitates storing indices as int64. For instance, in an MLP of

Mixtral, the original memory footprint is 672MB. However, a version pruned to 75% sparsity consumes more memory, around 840MB, with

672MB used just for storing indices. If the indices could be stored as int16, the memory requirement for the indices would be reduced to

168MB, thus the memory of the entire MLP unit would be significantly reduced to 336MB. Furthermore, if the index is stored in the format

of CSR instead of COO, the memory size can be reduced to 252MB. Although addressing this limitation falls outside our current scope, we

aim to explore solutions to this challenge in future work.
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Table 5: Memory usage of one MoE layer in Mixtral & DeepSeekMoE (MB).

Mixtral DeepSeekMoE

Full 5,376 2,112

UP 2,016 1,056

SP 1,344 528

SVD 1,344 528

M-SMoE 1,344 528

Git Re-Basin 1,344 528

MEO 1,344 528

MLP Fusion 1,344 528

ResMoE (UP) 2,688 1,089

ResMoE (SVD) 2,016 561

Table 6: Runtime of Mixtral on Winogrande.

Runtime (s)

Mixtral 39.44±0.30
UP 39.01±0.21
SP 37.15±0.22
SVD 38.96±0.31
M-SMoE 49.19±0.12
Git Re-Basin 48.53±0.09
MEO 49.51±0.18
MLP Fusion 38.53±0.26
ResMoE (UP) 38.85±0.28
ResMoE (SVD) 38.12±0.19

On the other hand, when choosing SVD as the compression method, it will be able to directly reduce memory usage since SVD will reduce

the size of each matrix. We remark that even though utilizing SVD here leads to slightly worse results than unstructured pruning, it still

performs better compared to the baseline methods. Also, when the number of experts goes up, the overhead introduced by the center expert

diminishes.

Based on such settings, we provide the memory information on Mixtral (8 experts per layer) and DeepSeekMoE (64 experts per layer) in

Table 5 with the overhead center expert included. Also, when the number of experts goes up, the overhead memory introduced by the center

expert diminishes.

A.8 Efficiency Evaluation
In addition to the memory information, we also provide the evaluation of runtime and FLOPs [3].

The runtime in Table 6 is obtained by testing on 2 A100 GPUs on the WinoGrande Dataset with a batch size of 64. It is worth noting that

the runtime of the merged methods is even slower compared to the original Mixtral model. This is likely due to the code we referred from

[6], which only creates references from the experts that are merged but does not exactly reduce the number of experts in the model. Note

that the sparse matrices induced by unstructured pruning are stored as normal matrices instead of sparse matrices here. We could observe

that ResMoE does not influence the time complexity while reducing the memory.

For the FLOPs evaluation, as shown in Table 7, structured pruning and MLP Fusion, which reduce the intermediate dimension of weight

matrices, lead to a significant reduction in FLOPs. It is also important to note although unstructured pruning can reduce FLOPs, it does not

reduce space storage as ResMoE does as detailed in Appendix A.7. In this regard, ResMoE (UP) and the merge methods maintain similar

FLOPs compared to the original Mixtral. ResMoE (SVD) has more FLOPs compared to vanilla SVD due to the extra FLOPs brought in with

the center expert, but it still manages to reduce the FLOPs compared to the original model.

A.9 Pseudocode of ResMoE
In considering of reproducibility, we provide the algorithm to perform ResMoE on a model in Algorithm 1, and the dynamic load inference

process in Algorithm 2. Please find the source code at https://github.com/iDEA-iSAIL-Lab-UIUC/ResMoE.

https://github.com/iDEA-iSAIL-Lab-UIUC/ResMoE
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Table 7: FLOPs evaluation of Mixtral & DeepSeekMoE.

Mixtral (TFLOPs) DeepSeekMoE (GFLOPs)

Full 3.26 670.46

UP 1.64 460.24

SP 1.64 460.24

SVD 2.21 480.52

M-SMoE 3.26 670.46

Git Re-Basin 3.26 670.46

MEO 3.26 670.46

MLP Fusion 1.64 460.24

ResMoE (UP) 3.26 670.46

ResMoE (SVD) 2.73 526.93

Algorithm 1 ResMoE

Input: experts weights 𝐸1, . . . , 𝐸𝑛 , sparsity ratio 𝑟

Output: center expert 𝐶 , compressed residuals 𝑅1, . . . , 𝑅𝑛
// Step 1: Calculate the center expert using free-support Wasserstein barycenter

𝐶 ← free_support_wasserstein_barycenter(𝐸1, . . . , 𝐸𝑛)
// Step 2: Calculate the residual matrices

for 𝑖 = 1 to 𝑛 do
𝑅𝑖 ← 𝐸𝑖 −𝐶

end for
// Step 3: Apply compression technique to residual matrices with sparsity 𝑟

for 𝑖 = 1 to 𝑛 do
𝑅𝑖 ← compress(𝑅𝑖 , 𝑟 )

end for
return 𝐶, 𝑅1, . . . , 𝑅𝑛

Algorithm 2 Inference

Input: input 𝑥 , center expert 𝐶 , pruned residuals 𝑅1, . . . , 𝑅𝑛 , selected experts subscript set 𝑆

Output: inference result 𝑦
// Step 1: Reconstruct and dynamically load the compressed experts

𝐸𝑆 ← ∅
for 𝑅𝑖 ∈ 𝑅𝑆 do

𝐸𝑖 ← 𝐶 + 𝑅𝑖
𝐸𝑆 ← 𝐸𝑆 ∪ 𝐸𝑖

end for
// Step 2: Perform inference using the recovered experts

𝑦 ← perform_inference(𝑥, 𝐸𝑆 )
return 𝑦

B Miscellanies
B.1 Adaptability with Expert Parallelism and Tensor Parallelism

While the primary focus of this paper is on the inference stage and not on saving memory usage during training, we acknowledge that

expert parallelism is an important consideration for the scalability and efficiency of MoE models.

One feasible approach is to assign different center experts to each GPU, allowing each center expert to handle the experts on its respective

GPU during inference. This extension of ResMoE could potentially improve the model’s performance by capturing more diverse and complex

patterns in the data.

ResMoE is also compatible with tensor parallelism. As shown in Equation (3), the output of an MLP in an MoE model can be expressed as

the summation of several sub-MLPs. In the context of ResMoE, we can view each sub-MLP as the combination of a center expert and a
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compressed residual matrix. To utilize Megatron tensor sharding [11], we can partition the center expert and compressed residual matrices

into different chunks, with corresponding index ranges residing on different GPUs.

During inference, the input data would be parallelized and passed to the appropriate center expert and residual matrix chunks on each

GPU. The partial results from each GPU would then be combined to obtain the final output. This parallelization strategy aligns well with the

Megatron tensor sharding approach, which aims to distribute the computation across multiple GPUs to improve efficiency and scalability.

B.2 Illustration of Model Fusion
In the work of OT Fusion [12], for the first layer in an two-layer MLP (for example), their algorithm takes the weights (W(1)

𝑘
, b(1)

𝑘
) in

each expert 𝐸𝑘 and in 𝐸𝜔 as the source distributions and the target distribution, respectively. They directly take W(1)
𝑘

as the design points

(empirical distributions) and then regard their free-support Wasserstein barycenter as the common pattern extraction of the first layer in

each expert, returning W(1)𝜔 and the corresponding permutation matrix T(1)
𝑘

’s (obtained from the transport matrices) for W(1)
𝑘

. Accordingly,

they then pre-align the second layers as W(2)
𝑘

T(1)
𝑘

, repeat the procedure above and similarly obtain the extracted layer W(2)𝜔 and the

permutation matrices T(2)
𝑘

. To recover the 𝑘-th expert 𝐸𝑘 , their barycenter expert needs to be transformed as (T(2)
𝑘
)T𝐸𝜔 (𝑥), to fix the order

of the output elements. We remark this, along with pre-alignment W(2)
𝑘

T(1)
𝑘

bring overhead during algorithm performing stage. This is

supported by the process of applying OT fusion to calculate the barycenter expert on Mixtral, which takes more than 4 days to complete

the whole process, while ResMoEonly takes less than a day. A possible explanation is that Mixtral’s MLP consists of three layers, so the

layer-by-layer strategy costs about three times more than our method.

B.3 The MLP Form for Mixtral and DeepSeekMoE
The output of an MLP in Mixtral and DeepseekMoE can be rewritten into:

𝐸𝑘 (x) = W(2)
𝑘
· SwiGLU(x) + b(2)

𝑘

= W(2)
𝑘
·
[
𝜎

(
W(1)

𝑘
· x + b(1)

𝑘

)
⊙
(
W(3)

𝑘
· x + b(3)

𝑘

)]
+ b(2)

𝑘

=

𝑝𝐼∑︁
𝑖=1

W(2)
𝑘,·,𝑖 ·

[
𝜎

(〈
W(1)

𝑘,𝑖,·, x
〉
+ b(1)

𝑘,𝑖

)
·
(〈
W(3)

𝑘,𝑖,·, x
〉
+ b(3)

𝑘,𝑖

)]
+ b(2)

𝑘
,

where 𝜎 (x) = Swish𝛽 (x) = x𝜎 (𝛽x) = x
1 + 𝑒−𝛽x

, with 𝛽 setting to 1.

Similarly, for Mixtral and DeepSeekMoE, the extraction objective is:

min

W(1)𝜔 ,b(1)𝜔 ,W(3)𝜔 ,b(3)𝜔 ,W(2)𝜔

T𝑘 ∈P,𝑘∈[𝑁 ]

1

𝑁

𝑁∑︁
𝑘=1

[


T𝑘 (
W(1)

𝑘
, b(1)

𝑘
,W(3)

𝑘
, b(3)

𝑘

)
−
(
W(1)𝜔 , b(1)𝜔 ,W(3)𝜔 , b(3)𝜔

) 


2
𝐹

+



W(2)

𝑘
TT

𝑘
−W(2)𝜔




2
𝐹

]
.

Then we can extend theW𝑘 to:

W𝑘 =

[
W(1)

𝑘
, b(1)

𝑘
,W(3)

𝑘
, b(3)

𝑘
, (W(2)

𝑘
)T
]
,

and ResMoE can then be similary applied to Mixtral and DeepSeekMoE.

C Proof of Proposition 4.1
For the reader’s convenience, we recall Proposition 4.1 as follows.

Proposition C.1. Consider the solutionW𝜔 to the following free-support WB problem

min

W𝜔

1

𝑁

𝑁∑︁
𝑘=1

𝑊 2

2
(𝜇𝑘 , 𝜇𝜔 (W𝜔 )) . (1)

ThenW𝜔 , along with T𝑘 = 𝑝I · OT (𝜇𝑘 , 𝜇𝜔 (W𝜔 )), is the solution to the optimization problem (4).

Proof. We recall 𝜇𝑖 , 𝜇𝜔 are uniformly distributed over the 𝑝I rows ofW𝑖 andW𝜔 , respectively. OT (𝜇𝑖 , 𝜇𝜔 (W𝜔 )) is the optimal transport

matrixM from 𝜇𝑖 to 𝜇𝜔 of the following problem:

OT(𝜇, 𝜈) := argmin

M∈𝑈 (𝛼,𝛽 )
⟨M,C⟩ , (2)
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where C =
[
∥W𝑘𝑖 −W𝜔 𝑗

)∥2
]
𝑖 𝑗
∈ R𝑝𝐼 ×𝑝𝐼 ,𝑈 ( 1𝑝𝐼𝑝𝐼

,
1𝑝𝐼
𝑝𝐼
) := {M ∈ R𝑝𝐼 ×𝑝𝐼

+ | M1𝑝𝐼 =
1𝑝𝐼
𝑝𝐼

,M𝑇 1𝑝𝐼 =
1𝑝𝐼
𝑝𝐼
}.

We first relate the transport matrix to the permutation matrices T𝑘 ’s. Peyre and Cuturi [9, Proposition 2.1] shows the optimal solution to

problem (2) is exactly a permutation matrix, up to a constant factor 𝑝I. Now straightforwardly, problem (4) can be rewritten as:

min

W𝜔

T𝑘 ∈𝑃,𝑘∈[𝑁 ]

1

𝑁

𝑁∑︁
𝑘=1

[
∥T𝑘W𝑘 −W𝜔 ∥2𝐹

]
, (3)

whereW𝑘 = [W(1)
𝑘

, b(1)
𝑘

, (W(2)
𝑘
)𝑇 ] ∈ R𝑝𝐼 ×(2𝑝+1)

, andW𝜔 = [W(1)𝜔 , b(1)𝜔 , (W(2)𝜔 )𝑇 ] ∈ R𝑝𝐼 ×(2𝑝+1)
.

We denote the objective function in problem (3) as 𝑓 (W𝜔 ; {T𝑘 }𝑁𝑘=1) =
∑𝑁
𝑘=1

1

𝑁
[∥T𝑘W𝑘 −W𝜔 ∥2𝐹 ], and take W∗𝜔 as the optimal solution

to the Wasserstein barycenter problem (1). For the given W∗𝜔 , we further denote T∗𝑘 := argmin

T𝑘
𝑓 (W∗𝑤 ;T𝑘 ),∀𝑘 ∈ [𝑁 ]. The rest of the proof is

to show 𝑓 (W∗𝜔 ;
{
T∗
𝑘

}𝑁
𝑘=1
) = (4).

1 We start with the first side: (4) ≤ 𝑓 (W∗𝜔 ;
{
T∗
𝑘

}𝑁
𝑘=1
). We indeed immediately have:

(4) = min

W𝜔 ,T𝑘
𝑓 (W𝜔 ; {T𝑘 }𝑁𝑘=1) ≤ 𝑓 (W∗𝜔 ;

{
T∗
𝑘

}𝑁
𝑘=1
),

due to the definition of min in (4).

2 For the other direction, we first show the barycenter loss (1) ≤ (4). Through the definition of𝑊2 distance, we have

𝑊 2

2
(𝜇𝑖 , 𝜇𝜔 (W𝜔 )) ≤ ∥T𝑘W𝑘 −W𝜔 ∥2𝐹 , ∀T𝑘 ,W𝜔

⇒ 1

𝑁

𝑁∑︁
𝑘=1

𝑊 2

2
(𝜇𝑖 , 𝜇𝜔 (W𝜔 )) ≤

1

𝑁

𝑁∑︁
𝑘=1

∥T𝑘W𝑘 −W𝜔 ∥2𝐹 , ∀T𝑘 ,W𝜔

⇒ 1

𝑁

𝑁∑︁
𝑘=1

𝑊 2

2
(𝜇𝑖 , 𝜇𝜔 (W𝜔 )) ≤

1

𝑁

𝑁∑︁
𝑘=1

min

T𝑘
∥T𝑘W𝑘 −W𝜔 ∥2𝐹 , ∀W𝜔 .

The inequality will still hold when we minimize the two sides both overW𝜔 :

(1) = min

W𝜔

1

𝑁

𝑁∑︁
𝑘=1

𝑊 2

2
(𝜇𝑖 , 𝜇𝜔 (W𝜔 ))

≤ min

W𝜔

1

𝑁

𝑁∑︁
𝑘=1

min

T𝑘
∥T𝑘W𝑘 −W𝜔 ∥2𝐹

= (4).

To close the proof, it suffices to show that 𝑓 (W∗𝜔 ;T∗𝑘 ) = (1). We show the equivalence as follows:

𝑓 (W∗𝜔 ;T∗𝑘 ) =
1

𝑁

𝑁∑︁
𝑘=1



T∗
𝑘
W𝑘 −W∗𝜔



2
𝐹

=
1

𝑁

𝑁∑︁
𝑘=1

min

T𝑘
[


T𝑘W𝑘 −W∗𝜔



2
𝐹
]

=
1

𝑁

𝑁∑︁
𝑘=1

𝑊 2

2
(𝜇𝑖 , 𝜇𝜔 (W∗𝜔 )),

where the last equation holds again thanks to Peyre and Cuturi [9, Proposition 2.1]. Using the fact that𝑊 ∗𝜔 is the optimal solution to

Wasserstein barycenter problem (1), we finally attain

𝑓 (W∗𝜔 ;T∗𝑘 ) =
1

𝑁

𝑁∑︁
𝑘=1

𝑊 2

2
(𝜇𝑖 , 𝜇𝜔 (W∗𝜔 ))

= min

W𝜔

1

𝑁

𝑁∑︁
𝑖=1

𝑊 2

2
(𝜇𝑖 , 𝜇𝜔 (W𝜔 ))

= (1),

which completes the proof. ♦
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