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01 BACKGROUND 02 MOTIVATION

LLMs are expensive to deploy. Structured pruning
removes entire attention heads and MLP neurons, shrinking
model dimensions for acceleration on standard hardware.

How do we prune without losing capability? Reasoning
and code generation can degrade sharply; layers, attention,
and MLP units need different pruning budgets.

03 OUTPUT-BASED STRUCTURED PRUNING

04 RESULTS FROM THE PAPER

Score weights by their output impact, group dependent neurons or heads, then prune whole structures.

Llama3.1-8B: before recovery and after LoRA, across sparsity levels.

Flexible attention / MLP allocation
Across layers: global ranking, nonuniform sparsity.
Across modules: use 𝑣MLP = 𝛾 𝑣Attn to balance pruning between
attention heads and MLP neurons.

Output-based calibration
Select the calibration batch with the smallest KL divergence
between dense and pruned outputs on a fixed anchor set.

⋆ MBPP: 3-shot pass@1. † LoRA at 20% / 50% sparsity. Bold: best; underline: second-best.

23.8% vs. 4.4% MBPP NIRVANA vs. LLM-Pruner at 20% sparsity.

INFERENCE EFFICIENCY 50% target sparsity, single A100, batch 32

1.57× throughput 12.41 → 19.50 ktokens/s
MEMORY FOOTPRINT

17.95 → 11.27 GB Dense → NIRVANA
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